Final Exam – INM202, INM203

This exam is open book. No electronic devices of any kind are allowed. There are 5 problems. Choose the ones you find easiest and collect as many points as possible. We do not necessarily expect you to finish all of them. Good luck!

Name: ______________________________

<table>
<thead>
<tr>
<th>Problem</th>
<th>/ 10</th>
</tr>
</thead>
<tbody>
<tr>
<td>Problem 1</td>
<td>/ 10</td>
</tr>
<tr>
<td>Problem 2</td>
<td>/ 10</td>
</tr>
<tr>
<td>Problem 3</td>
<td>/ 10</td>
</tr>
<tr>
<td>Problem 4</td>
<td>/ 10</td>
</tr>
<tr>
<td>Problem 5</td>
<td>/ 10</td>
</tr>
<tr>
<td><strong>Total</strong></td>
<td>/50</td>
</tr>
</tbody>
</table>
(intentionally left blank)
**Problem 1** (Angle Preservation in Johnson-Lindenstrauss Mapping). [10pts]

Consider a set of $K$ points, $X = \{x_i\}_{i=1}^K \subset \mathbb{R}^n$. Recall that in the course we showed that the Johnson-Lindenstrauss mapping $f : \mathbb{R}^n \to \mathbb{R}^m$ preserves distances between points up to a small multiplicative factor.

In this problem, we will study how well the Johnson-Lindenstrauss mapping preserves angles between points in $X$. As in class, we will consider a mapping of the form $f_H(x) = \frac{1}{\sqrt{m}} H x$, where each entry of $H$ is drawn i.i.d from $N(0,1)$.

Let us denote by $\theta_{ijk}$ the angle between $x_{ij} = x_i - x_j$ and $x_{kj} = x_k - x_j$. We will study how this angle compares to the angle after the Johnson-Lindenstrauss mapping, $\tilde{\theta}_{ijk}$, i.e., to the angle between $f_H(x_{ij})$ and $f_H(x_{kj})$.

Ideally, for every triplet $i, j, k$, we want something of the form

$$\left(1 \mp \alpha \epsilon\right) \cos \theta_{ijk} - \beta(\|x_{ij}\|, \|x_{kj}\|) \leq \cos \tilde{\theta}_{ijk} \leq \left(1 \pm \alpha \epsilon\right) \cos \theta_{ijk} + \beta(\|x_{ij}\|, \|x_{kj}\|)$$

where $\alpha \epsilon \approx 0$ and $\beta(\|x_{ij}\|, \|x_{kj}\|) \to 0$ as $\epsilon \to 0$ ($\mp$ and $\pm$ because $\cos(\theta_{ijk})$ can be positive or negative). There are several ways of proving such a result, but we will derive this bound by controlling the difference between the inner products $\langle f_H(x_{ij}), f_H(x_{kj}) \rangle$ and $\langle x_{ij}, x_{kj} \rangle$.

(i) [3pts] Find $g(k)$ such that, if $m > g(k)$, then the probability that $H$ is such that for every triplet $i, j, k$ we have

$$(1 - \epsilon) \|x_{ij} \pm x_{kj}\|_2^2 \leq \|f_H(x_{ij}) \pm f_H(x_{kj})\|_2^2 \leq (1 + \epsilon) \|x_{ij} \pm x_{kj}\|_2^2$$

and for every pair $i, j$ we have

$$(1 - \epsilon) \|x_{ij}\|_2^2 \leq \|f_H(x_{ij})\|_2^2 \leq (1 + \epsilon) \|x_{ij}\|_2^2$$

is strictly positive. What is the order of $g(k)$?

[Hint : Check Johnson-Lindenstrauss proof if you don’t know where to start.]

(ii) [3pts] Show that for an $H$ that fulfills the conditions above we have for every triplet $i, j, k$

$$|\langle f_H(x_{ij}), f_H(x_{kj}) \rangle - \langle x_{ij}, x_{kj} \rangle| \leq \epsilon (\|x_{ij}\|_2^2 + \|x_{kj}\|_2^2).$$

[Hint : $4\langle x, x' \rangle = \|x + x'\|_2^2 - \|x - x'\|_2^2$]

(iii) [2pts] Show that

$$\cos \tilde{\theta}_{ijk} \leq \max \left\{ \frac{1}{1 - \epsilon} \cos \theta_{ijk} + \frac{\epsilon}{1 - \epsilon} D_{ijk}, \frac{1}{1 + \epsilon} \cos \theta_{ijk} + \frac{\epsilon}{1 + \epsilon} D_{ijk} \right\}$$

and

$$\min \left\{ \frac{1}{1 - \epsilon} \cos \theta_{ijk} - \frac{\epsilon}{1 - \epsilon} D_{ijk}, \frac{1}{1 + \epsilon} \cos \theta_{ijk} - \frac{\epsilon}{1 + \epsilon} D_{ijk} \right\} \leq \cos \tilde{\theta}_{ijk}.$$
where

\[ D_{ijk} = \frac{||x_{ij}||^2 + ||x_{kj}||^2}{||x_{ij}||_2 ||x_{kj}||_2}. \]

[Hint: Is there a way to relate cosine and inner product?]

(iv) [2pts] Find \( x, x' \) such that,

\[ \mathbb{P} ((1 - \epsilon)\langle x, x' \rangle \leq \langle f_H(x), f_H(x') \rangle \leq (1 + \epsilon)\langle x, x' \rangle) = 0 \]

Using this, explain why we cannot get a bound of the form

\[ (1 \mp \alpha \epsilon) \cos \theta_{ijk} \leq \cos \tilde{\theta}_{ijk} \leq (1 \pm \alpha \epsilon) \cos \theta_{ijk} \]
(space for problem 1)
(space for problem 1)
Problem 2 (KL and its Fenchel-Legendre dual). [10pts] In this problem, we study the Kullback-Leibler divergence $D(P\|Q)$ as a function of $P$, for fixed $Q$. Throughout this problem, the logarithm shall be taken as the natural logarithm.

(i) [5pts] Let us first assume that $P$ and $Q$ are probability density functions (that is, continuous random variables). Fix $Q$ to be the normal distribution of mean zero and variance $\sigma^2$. Let $P$ be arbitrary but with the same second moment as $Q$. Show that in this case, $D(P\|Q) = h(Q) - h(P)$, that is, the difference of the differential entropy of the normal distribution and the differential entropy of $P$.

(ii) [5pts] In this part, for simplicity, we restrict to $P$ and $Q$ being probability mass functions (that is, discrete random variables). For a function $f(P)$, the Fenchel-Legendre dual (also called the convex dual) is defined as $f^\ast(R) = \sup_P \langle R, P \rangle - f(P)$. More concretely, if $P$ is a probability mass function over a discrete and finite alphabet $\mathcal{X}$, the Fenchel-Legendre dual can be written as

$$f^\ast(R) = \max_P \left\{ \left( \sum_{x \in \mathcal{X}} R(x)P(x) \right) - f(P) \right\},$$

where $R(x)$ is an arbitrary function on the alphabet $\mathcal{X}$.

(a) [3pts] For the case where $f(P) = D(P\|Q)$, show that the optimizing distribution in Equation (*) is given by

$$P(x) = \frac{Q(x)e^{R(x)}}{\sum_{\tilde{x}} Q(\tilde{x})e^{R(\tilde{x})}}.$$  

*Hint:* Write the Lagrangian for the optimization problem in Equation (*), including the constraint that $P(x)$ has to sum to one. Then take derivatives as usual, recalling that we are using the natural logarithm.

(b) [2pts] Show that the Fenchel-Legendre dual of $f(P) = D(P\|Q)$ (for fixed $Q$) is given by

$$f^\ast(R) = \log \left( \sum_{x \in \mathcal{X}} Q(x)e^{R(x)} \right),$$

which includes the logarithm of the moment-generating function of $Q$ as a special case (select $R(x) = \lambda x$).
(space for problem 2)
(space for problem 2)
(space for problem 2)
Problem 3 (Tighter Generalization Bound). [10pts] Let $D = X_1, ..., X_n$ iid from an unknown distribution $P_X$, let $\mathcal{H}$ be a hypothesis space, and $\ell : \mathcal{H} \times \mathcal{X} \to \mathbb{R}$ be a $\sigma^2$—subgaussian loss function for every $h$. In the lecture we have seen that the generalization error can be upper bounded using the mutual information.

$$|\mathbb{E}_{D[H]} [L_{P_X}(H) - L_D(H)]| \leq \sqrt{\frac{2\sigma^2 I(D; H)}{n}}$$

(i) [4 pts] Modify the proof of the Mutual Information Bound (11.2.2) to show that if for all $h \in \mathcal{H}$, $\ell(h, X)$ is $\sigma^2$—subgaussian in $X$, then

$$|\mathbb{E}_{D[H]} [L_{P_X}(H) - L_D(H)]| \leq \sqrt{\frac{2\sigma^2 \sum_{i=1}^n I(X_i; H)}{n}}.$$

*Hint:* Recall from the lecture notes that

$$|\mathbb{E}_{D[H]} [L_{P_X}(H) - L_D(H)]| \leq \frac{1}{n} \sum_{i=1}^n \left| \mathbb{E}_{P_{X_i,H}} [\ell(H, X_i)] - \mathbb{E}_{P_{X_i,H}} [\ell(H, X_i)] \right|.$$

(ii) [3 pts] Show that, this new bound is never worse than the previous bound by showing that,

$$I(D; H) \geq \sum_{i=1}^n I(X_i; H).$$

(iii) [3 pts] Let us consider an example. Assume that $D = X_1, ..., X_n$, $n > 1$, are i.i.d. from $\mathcal{N}(\theta, 1)$, and that we do not know $\theta$. We want to learn $\theta$ assuming the loss $\ell(h, x) = \min(1, (h - x)^2)$ (which is bounded) and $\mathcal{H} = \mathbb{R}$. Our learning algorithm outputs $H = \frac{1}{n} \sum_{i=1}^n X_i$. Use the new bound to show that

$$|\mathbb{E}_{D[H]} [L_{P_X}(H) - L_D(H)]| \leq \sqrt{\frac{1}{4(n - 1)}}.$$

How does the old bound perform in this example?

*Hint:* Adding independent gaussian random variables, you get a gaussian random variable.
(space for problem 3)
(space for problem 3)
(space for problem 3)
Problem 4 (Bandits). [10pts] In the course we mentioned contextual bandits. E.g., imagine that you suspect that the rewards that you get from the various arms depend on the day of the week (more generally, a particular feature of the input, aka the “context”). In this case it makes sense to run a separate bandit algorithm for each of the possible contexts. As we discussed, the downside of this approach is that we now have less data for each of the bandit algorithms and hence it will take us longer to learn.

Let $c$ be the context, where $c \in C$. We run a separate bandit algorithm for each of the $|C|$ possible contexts and the total number of steps we take is $n$. We further assume that the number of arms is $K$ and the $K$ does not depend on the context. We use the same bandit algorithm for each of the contexts and we assume that this bandit algorithm has an expected regret of $O(\sqrt{Kn \log(n)})$ (when run over $n$ time steps for a fixed context) in the stochastic setting.

Consider the following setup. For each context there is a different stochastic bandit with $K$ arms. At each time a context is sampled independently at random, the player sees the context, chooses and arm, and receives a reward according to the distribution $P^c_i$ (reward distribution for context $c$ and arm $i$).

Define the expected regret for this setup as the difference between the expected reward that we could have gotten if for each context we would have chosen the arm with the largest mean minus the expected reward we get using our scheme.

(i) [5pts] Show that the expected regret at time $n$ is $O(\sqrt{Kn|C| \ln(n)})$.

Discussion: Compared to the case of a single context note that you “only” pay a factor of $\sqrt{|C|}$. If the number of contexts is small, this might be acceptable. Note further, that this bound is valid, regardless how often each context appears. Hint: Start by assuming that each context $c \in C$ appears $n_c$ times.

(ii) [5pts] Assume now that $C = [0,1)$, i.e., $C$ is very large, and in fact uncountable. In this case we cannot use the strategy above. What would you do in such a case? Under what circumstances will such a scheme likely work? If we assume a fixed number of arms and a very large time horizon, how would you expect the regret to scale?
(space for problem 4)
(space for problem 4)
(space for problem 4)
Problem 5 (Testing against Poisson Distributions). [10pts] Recall that in the course we talked about how to test against a uniform distribution. In a very similar manner one can test against any fixed distribution. In this problem we explore a slightly more interesting question, i.e., to what degree can we test against a whole class of distributions?

Let $\mathcal{X} = \{0, 1, 2, \cdots \} = \mathbb{N}_{\geq 0}$. Let $\mathcal{P}$ be the set of Poisson distributions and let $\mathcal{Q}$ be the set of distributions on $\mathcal{X}$ that have an $\ell_1$ distance of at least $\epsilon > 0$ from every element in $\mathcal{P}$.

Let $\bar{X}(X^n) = \frac{1}{n} \sum_{i=1}^{n} X_i$, i.e., $\bar{X}(X^n)$ is the empirical mean given the samples $X^n$. Consider the following test statistics $T(X^n) \to \mathbb{R}$, defined by

$$T(X^n) = \left| \frac{1}{n} \sum_{i=1}^{n} \frac{(X_i - \bar{X})^2}{\bar{X}} - 1 \right|.$$

The sum in this expression is called the dispersion.

(i) [4pts] Assume that the samples come from an element of $\mathcal{P}$ and assume further that the number of samples is large. What value do you expect $T(X^n)$ to take on and why? HINT: What is the expected value of $\bar{X}(X^n)$ and what is the expected value of $\frac{1}{n} \sum_{i=1}^{n} (X_i - \bar{X})^2$.

(ii) [4pts] Assume that the number of samples is very large and that $T(X^n)$ takes on a large value, lets say close to 1. What can you conclude?

(iii) [2pts] Assume that the number of samples is very large and that $T(X^n)$ takes on a value very close to the value that you determined in point (i). Can you conclude anything with high probability, and if so, what, or if not, why not?
(space for problem 5)
(space for problem 5)
(space for problem 5)